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ABSTRACT

The clinical utility of deep learning for medical image seg-
mentation is hindered by poor generalization, as models often
learn spurious correlations between anatomy and domain-
specific styles. To address this, we introduce Causal-SAM-
LLM, a framework that leverages Large Language Models
(LLMs) for causal reasoning atop a frozen Segment Anything
Model (SAM) encoder. Our approach introduces two syner-
gistic components. First, Linguistic Adversarial Disentan-
glement (LAD) uses a Vision-Language Model to generate
textual descriptions of confounding styles and contrastively
trains the segmentation features to be style-invariant. Second,
Test-Time Causal Intervention (TCI) allows an LLM to in-
terpret a clinician’s natural language commands to modulate
decoder features for real-time error correction. On a compos-
ite benchmark from four public datasets (BTCV, CHAOS,
AMOS, BraTS), we evaluate out-of-distribution (OOD)
generalization across scanners, modalities, and anatomies.
Causal-SAM-LLM sets a new state-of-the-art, outperforming
the strongest baseline by up to 5.2 points in Dice score and
10.0 mm in Hausdorff Distance, while fine-tuning under 8 %
of the total parameters. Our work charts a path toward robust,
efficient, and interactively controllable medical Al

Index Terms— Domain Generalization, Large Language
Models, Medical Image Segmentation, Causal Inference,
Multi-Modal Information Processing

1. INTRODUCTION

Deep learning models, such as U-Net [[1] and the Segment
Anything Model (SAM) [2], excel at medical image segmen-
tation but often fail to generalize to real-world clinical set-
tings. This “lab-to-clinic” gap stems from a lack of robust-
ness: models trained on data from one scanner frequently un-
derperform on images from unseen domains (e.g., a different
modality or hospital) [3} 14]. The root cause is the learning
of spurious correlations, where models mistakenly associate
domain-specific imaging styles with anatomical content [5]].
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While Vision Foundation Models (VFEMs) promise better
generalization, fine-tuning them on smaller medical datasets
often re-introduces this problem. Even with parameter-
efficient methods like LoRA [6], the model can re-learn
spurious correlations from the target domain, effectively
re-entangling content and style features. This motivates our
work, where we leverage the abstract reasoning of Large Lan-
guage Models (LLMs) to enforce causal invariance during
training and enable interactive correction during inference.

We introduce Causal-SAM-LLM, a framework that em-
ploys an LLM as a causal reasoner to govern the feature rep-
resentations of a segmentation model. Our framework intro-
duces two novel components:

* Linguistic Adversarial Disentanglement (LAD):
During training, we use a Vision-Language Model
(VLM) [7] to generate fine-grained textual descriptions
of an image’s style (e.g., “low-contrast T2-weighted
MRI with motion artifact”). A contrastive loss then
maximizes the distance between the model’s visual
features and the embedding of this style text, forcing it
to learn style-invariant representations.

* Test-Time Causal Intervention (TCI): During infer-
ence, an LLM interprets a clinician’s natural language
command to correct a segmentation error. The LLM
translates this command into modulation parameters
for FiLM layers [8] integrated within the decoder, en-
abling precise, real-time adjustments and transforming
the model into a dynamic, collaborative tool.

Our contributions are: (1) A new paradigm where LLMs
act as explicit causal reasoners to guide and control a vision
model for robust segmentation. (2) LAD, a novel training ob-
jective that uses VLM-generated text to disentangle complex
style confounders from visual features. (3) TCI, a mecha-
nism for real-time, user-driven error correction via natural
language. (4) A comprehensive evaluation on a challenging
out-of-distribution benchmark where our method sets a new
state-of-the-art.
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Fig. 1. The Causal-SAM-LLM Framework. (Top) Train-
ing Phase: A frozen SAM encoder provides features f. A
content head H,. is trained for segmentation (L4). Simulta-
neously, a frozen VLM acts as a linguistic adversary, generat-
ing a rich text description of the image’s style, ¢;y.. A con-
trastive disentanglement loss (L4;5) pushes the image features
f away from the text embedding of ¢y, forcing the model
to learn style-invariant representations. (Bottom) Inference
Phase: At test time, a user provides a natural language
prompt p, e, describing a segmentation error. A Causal Rea-
soner (LLM) interprets the prompt and predicts modulation
parameters (v, 3) for FILM layers within the Content Head,
producing a corrected segmentation mask.
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2. METHODOLOGY

Our framework, Causal-SAM-LLM, is built upon a frozen
vision encoder from the Segment Anything Model (Esans,
ViT-H [16])). Given an image x € R¥*W*C  the encoder
extracts a powerful feature representation f. We diverge
from standard Parameter-Efficient Fine-Tuning (PEFT) [6],
which adapts a small subset of weights and risks re-learning
spurious correlations from the downstream dataset. Instead,
we keep Esans entirely frozen, preserving its generalizable
knowledge. All trainable parameters are confined to two
novel, lightweight modules that leverage Large Language
Models (LLMs) to perform explicit causal reasoning.

2.1. Linguistic Adversarial Disentanglement (LAD)

Prior domain generalization methods attempt to achieve in-
variance by aligning statistical moments [[17,14]] or implicitly
learning invariant features across environments [18]]. These
statistical approaches often fail to capture the semantic com-

plexity of domain-specific styles. We propose to disentangle
content from style by using language to explicitly identify and
neutralize style confounders. The LAD process is as follows:

1. Style Description: A frozen medical Vision-Language
Model (£y s, LLaVA-Med [7]) generates a rich tex-
tual description of the input image’s style, fsyie =

5VLM (X)

2. Semantic Embedding: We use a pre-trained, frozen
text encoder (7, from CLIP [19]]) to map the style de-
scription into a normalized embedding vector zy. €
R,

3. Feature Projection: The image feature f from Eg s
is passed through a lightweight, trainable MLP projec-
tion head, proj;, and L2-normalized to produce an im-
age embedding Ziy,ge in the same space [20].

ET(tstyle)
||5T(tstyle)”2 7

proj (f)
Zimage = T ey (1)
= lproj, (f)]l2

Zstyle =

4. Adversarial Objective: To make the image represen-
tation uninformative about its style, we introduce a dis-
entanglement loss, L5, defined as the cosine similarity
between the two embeddings. Maximizing this loss en-
courages orthogonality.

T
Lais = Zimage * Zstyle @)

The full training objective combines the standard segmenta-
tion loss (Lye, @ mix of Dice and BCE loss) with the adver-
sarial penalty, governed by a hyperparameter \:

Etotal = £seg(Hc(f)7 Y) - /\Ldis 3

By minimizing L, the model learns a representation that
is robustly decorrelated from the semantic attributes of its
source domain.

2.2. Test-Time Causal Intervention (TCI)

While existing works use language as a declarative “semantic
pointer” to specify a segmentation target [21], our TCI mod-
ule uses language as an interventional “control knob” to cor-
rect the model’s behavior on the fly.

To achieve this, we integrate Feature-wise Linear Modula-
tion (FILM) layers [8] within our segmentation decoder, H...
A FiLM layer modulates an intermediate feature map h; with
a learned affine transformation: FiLM(h;) =+, ® h; + 3,.

During inference, a clinician can provide a natural lan-
guage command pyeer (€.2., “the liver is over-segmented near
the edge”) describing an observed error. A Causal Reasoner
module, Rz (a LoRA-finetuned Llama-3-8B), processes
this command and predicts the complete set of FiLM param-
eters for all decoder layers.

{73 /8} =Rrim (puser) 4)



Table 1. Comprehensive evaluation of medical image segmentation methods. All models are trained exclusively on BTCV
CT and evaluated on In-Domain (BTCV), OOD Cross-Scanner (AMOS CT), OOD Cross-Modality (CHAOS & AMOS MRI),
and OOD Cross-Anatomy (BraTS MRI). Best and second-best results are in bold and underlined, respectively. Type Ab-
breviations: CNN (Convolutional Neural Network); Trans (Transformer); FT (Full Fine-Tuning); PEFT (Parameter-Efficient
Fine-Tuning); Adv (Adversarial); Aug (Augmentation); LAD (Language-guided Adversarial Disentanglement); GRL (Gradient
Reversal Layer). Latency is measured for a 256 x 256 input on an NVIDIA A100 GPU.

In-Domain

Out-of-Distribution (OOD)

Method T P ™M) Latency
etho ype arams BTCV CT Abdomen Avg. Brain (BraTS) (ms)}
Dicet HD95] Dicet HD95| Dice? HD95|
Standard Architectures
U-Net [1] CNN 31.0 81.7 27.2 58.9 49.5 52.3 41.1 42.8
nnU-Net [3] CNN 34.5 83.2 24.5 61.6 45.3 55.1 384 41.2
UNETR [9] Trans 85.7 84.1 22.5 63.5 43.1 56.9 36.2 48.1
Swin-UNETR [10] Trans 92.8 84.5 21.8 64.8 41.9 58.0 355 52.5
Foundation Models
SAM-FT [2] Trans-FT 635.0 85.1 19.8 72.8 31.5 68.3 25.6 89.4
MedSAM-FT [[11]] Trans-FT 638.2 84.8 20.5 74.5 28.9 70.5 22.8 91.2
SAM-Adapter [12] Trans-PEFT 1.2 84.0 22.1 70.2 35.1 65.8 29.3 53.8
SAM-LoRA [6] Trans-PEFT 12.5 84.6 21.1 71.8 33.8 67.2 27.9 56.3
SAM-VPT [13] Trans-PEFT 9.8 84.2 22.3 71.1 34.5 66.5 28.8 55.1
Domain Generalization Methods
DANN [14] CNN-Adv 35.1 81.8 28.3 74.1 30.1 69.5 24.1 43.2
MixStyle [13] CNN-Aug 34.5 82.5 26.9 73.6 31.2 70.1 23.5 429
Proposed Methods
Causal-SAM (GRL)  Trans-Adv 452 82.9 25.1 76.0 26.5 72.8 21.3 55.1
Causal-SAM-LLM  Trans-LAD 52.8 83.5 234 79.5 18.9 75.7 17.6 58.5

The reasoner is trained on a synthetic dataset mapping com-
mon error descriptions to corrective modulation parameters.
This allows expert users to perform targeted causal interven-
tions, directly manipulating the model’s internal logic to align
with their domain knowledge and correct errors in real-time.

3. EXPERIMENTS AND RESULTS

Datasets. To verify the advantage of our architecture and the
validity of our causal training strategy, we performed a series
of experiments on a challenging out-of-distribution (OOD)
benchmark. Our model is trained only on the BTCV [22]
CT dataset and evaluated on three unseen datasets (CHAOS
[23], AMOS [4], BraTS [24]). We report the Dice Similarity
Coefficient (DSC) and 95% Hausdorff Distance (HD9S).
Out-of-Distribution Generalization. As shown in Table
our model, Causal-SAM-LLM, establishes a new state-
of-the-art in OOD generalization. It consistently outper-
forms all baselines across different scanners, modalities, and
anatomies. This stands in stark contrast to standard fine-
tuning; for instance, while a fully fine-tuned SAM achieves a
high in-domain DSC of 85.1%, its performance collapses by
12.3 points on unseen abdomen datasets. Our causal approach
effectively mitigates this severe performance degradation.

Effectiveness of Causal Disentanglement. Ablation stud-
ies in Table [2] verify the superiority of our core mechanism.
Replacing our Linguistic Adversary with a simpler, statistics-
based domain classifier (GRL) leads to a significant degrada-
tion in OOD performance, with the Dice score decreasing by
3.3 points and the HD95 increasing by 6.2 mm. This under-
scores the advantage of semantic-level disentanglement. This
robustness is further evidenced by a remarkably small gener-
alization gap: on the abdomen OOD task, our method’s Dice
score drops by only 4.0 points from its in-domain score (from
83.5% to 79.5%), whereas the baseline suffers a far larger
12.3-point drop.

Effectiveness of Test-Time Intervention. The practical util-
ity of our interactive mechanism is demonstrated on a hard
subset of 50 OOD cases. As detailed in the caption of Ta-
ble |1} a single natural language prompt yields remarkable
gains, improving the average DSC by 5.2 points (from 71.3%
to 76.5%) and reducing the HD95 by 10.3 mm (from 28.5 mm
to 18.2 mm). This confirms our framework’s value as an effi-
cient human-in-the-loop tool for on-the-fly error correction.

Qualitative and Feature-Space Analysis. The results are
visually supported by evidence in Figure [2| Our model pro-
duces dramatically cleaner and more accurate segmentations
on challenging OOD samples compared to baselines, which
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Fig. 2. Qualitative results on challenging OOD samples.

Table 2. Ablation study and computational cost. Performance
changes are relative to the SAM-LoRA baseline. Green indi-
cates improvement. The best results are highlighted.

Performance Change vs. Baseline

Configuration
Dice 1 HDY5 | GFLOPs |
Causal-SAM-LLM  78.1 (+11.7%) 18.4 (-41.8%) 35.8 (+1.7%)
-w/o LAD 74.8 (+7.0%) 24.6 (-22.2%) 35.1 (-0.3%)
- w/o Adversary 71.5 (+2.3%) 321 (+1.6%) 35.1 (-0.3%)
- nnU-Net backbone 59.2 (-15.3%) 42.7 (+35.1%) 28.4 (-19.3%)
Baseline: SAM-LoRA 69.9 +1.4 31.6 +£3.4 352 +0.2

suffer from significant boundary leakage. This is corrobo-
rated by t-SNE embeddings of the encoder features, which
show that our linguistic adversarial training successfully
merges the feature clusters from different domains. This
provides powerful evidence that our method learns a truly
domain-invariant feature space by purging style-related infor-
mation.

Feature Space Disentanglement. The success of our LAD
module is visually confirmed by t-SNE embeddings of the
encoder’s features (Fig. [3). Features from the baseline model
(SAM-LoRA) form distinct clusters for the source (BTCV)
and target (CHAOS) domains, indicating that the representa-
tion is entangled with domain style. Conversely, our linguis-
tic adversarial training merges these clusters into a single, in-
termingled distribution, providing powerful evidence that our
method successfully purges style-related information to learn
a truly domain-invariant feature space.

After disentanglement
(Causal-SAM-LLM)

Before disentanglement
(SAM-LoRA) b

t-SNE 2

t-SNE 1 t-SNE 1

Target Domains  « Source Domain

Fig. 3. The t-SNE visualization of the encoder feature space
demonstrating the efficacy of LAD.

4. CONCLUSION

We introduced Causal-SAM-LLM, a novel framework that
positions Large Language Models as explicit causal reasoners
to address the pivotal translational gap between experimental
research and clinical deployment in medical image segmenta-
tion. By synergizing LAD to purge style-related confounders
and TCI for interactive error correction, our method effec-
tively enforces feature invariance and controllability. Empir-
ical results confirm that Causal-SAM-LLM sets a new state-
of-the-art on composite out-of-distribution benchmarks, de-
livering up to a 5.2-point Dice improvement while fine-tuning
fewer than 8% of total parameters. This work establishes a
foundation for building robust, efficient, and collaboratively
intelligent Al systems for real-world clinical deployment.
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