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Abstract—Deploying deep neural networks on embedded plat-
forms (e.g., automotive ECUs and industrial edge controllers)
requires aggressive compression to meet strict memory and
compute budgets while preserving inference accuracy. In many
practical settings, post-compression fine-tuning is also unavail-
able. This paper provides a comparison of four training-free
baselines, magnitude pruning (Pruning), Uniform Scalar Quan-
tization (SQ), K-Means (KM), and Product Quantization (PQ),
across 14 CNN architectures on CIFAR-100.

We further evaluate an optimized PQ index encoding (Opti-
mized PQ) that replaces m x b index storage with [log,(m)] +b
bits per weight. This change improves the effective compression
ratio without modifying quantized weights or affecting accuracy.

The results reveal clear trade-offs. Pruning is effective at
low compression but deteriorates beyond approximately 3.33x.
SQ remains stable at 5-bit (6.4x) for most models, whereas 4-
bit (8.0x) often leads to substantial degradation in shallow or
compact architectures. In high-compression regimes (> 10x),
vector quantization methods become dominant: The Optimized
PQ is often strongest, while KM is more robust on models with
stronger cross-channel correlation (e.g., PreActResNet-34).

I. INTRODUCTION

In embedded applications such as automotive control units
and industrial edge devices, compute and memory budgets are
often too limited for direct deployment of standard neural
networks, making strong compression essential. In practice,
retraining is also often unavailable due to missing data,
limited compute budget, or strict deployment timelines. This
paper, therefore, studies a strictly post-training setting and
asks a concrete question: under unified conditions, which
baseline compression method provides the most reliable ac-
curacy—compression trade-off?

To answer this question, we evaluate four classical base-
lines: Pruning, SQ, KM, and PQ on 14 CNN architec-
tures (ResNet/PreAct/SE variants, WideResNet, GoogLeNet,
SqueezeNet, and VGG-19) on CIFAR-100. We report con-
sistent compression-ratio/Top-1 trade-offs and include an op-

timized PQ index encoding to improve storage efficiency at
fixed quantized weights.
Contributions. The primary contributions of this paper are:

1) A comparison of four baseline compression methods
with unified compression ratio definitions.

2) A 14-architecture benchmark on CIFAR-100 that high-
lights model-dependent robustness and method-specific
operating regions.

3) An optimized PQ index encoding that increases the
effective compression ratio without changing quantized
weights or accuracy.

II. BACKGROUND AND RELATED WORK

The field of neural network compression has seen extensive
research, with each method evolving independently [1], [2].
Pruning techniques have progressed from unstructured meth-
ods to structured pruning that maintains hardware-friendly
patterns [3]. Quantization research has advanced from uniform
to non-uniform and adaptive quantization schemes [4]. Vector
quantization methods like PQ have been refined for specific
network architectures [5].

While many studies include fine-tuning as a standard step
in the compression pipeline, fewer works focus specifically
on the immediate effects of compression without fine-tuning.
This is an important practical scenario when retraining is not
feasible due to computational constraints or data limitations
[6], [7]. Our experimental design provides a controlled com-
parison under such conditions, offering insights into how each
baseline method performs when applied directly to pre-trained
models.

Our comparison encompasses a diverse suite of neural
architectures—including the ResNet family (Standard, PreAct,
and SE-ResNet), WideResNet, Googl.eNet, SqueezeNet, and
VGG-19—evaluated on the CIFAR-100 dataset to provide a
robust and comprehensive benchmark for these four baseline



methods across varying task complexities and model scales.
This enables a clear analysis of trade-offs between compres-
sion ratio and accuracy in a consistent experimental setting.

III. COMPRESSION ALGORITHM BASELINES
A. Neural Network Compression Fundamentals

The rapid growth of deep neural networks has led to models
with hundreds of millions of parameters, making deployment
on resource-constrained devices challenging [8]. Neural net-
work compression aims to reduce model size and computa-
tional requirements while preserving accuracy [3]. Two key
metrics govern this trade-off: the compression ratio, which
measures the reduction in model storage, and the accuracy
drop, which quantifies the performance degradation [3]. For-
mally, for a model with original size Soriz and compressed size
Scomp, the compression ratio is defined as CR = Sig/Scomp-
The accuracy drop is AA = Agig — Acomp, Where A represents
Top-1 accuracy. In scenarios where fine-tuning is infeasible,
this trade-off becomes particularly critical, as the compressed
model must maintain acceptable performance without further
optimization [9].

B. Compression Methods Under Study

1) Magnitude-based Unstructured Pruning (Pruning):
Magnitude pruning removes small-magnitude weights under
the assumption that they contribute less to the final prediction
[10], [11]. It is a simple and widely used baseline, but
unstructured sparsity can limit hardware efficiency without
dedicated sparse support [12].

2) Uniform Scalar Quantization (SQ): Uniform scalar
quantization maps floating-point values to low-bit integer
representations via linear scaling [4]. Its implementation sim-
plicity makes it hardware-friendly and widely adopted in
practical deployment pipelines [4], [7]. Accuracy can degrade
at aggressive bit-width reduction.

3) K-Means-based Weight Quantization (KM): K-Means-
based vector quantization clusters weight vectors and stores
centroid indices plus a codebook [5], [13]. The method can
achieve high compression by exploiting weight distribution
structure, but reconstruction quality depends on clustering
fidelity and codebook budget [5], [13].

4) Product Quantization (PQ): Product Quantization fac-
torizes vectors into multiple subspaces and quantizes each
subspace independently [14]. This design scales well for high
compression and has been adapted to neural-network compres-
sion settings [15]. Its effectiveness depends on whether sub-
space factorization preserves task-relevant cross-dimensional
structure.

C. Baseline Models and Dataset

We evaluate 14 neural architectures to capture diverse
structural behaviors under compression. These include VGG-
19 [16], the ResNet family (Standard [17], PreAct [18], and
SE-ResNet [19]), WideResNet [20], GoogLeNet [21], and
SqueezeNet [22] on CIFAR-100.

All models are initialized with ImageNet-pretrained weights
and fine-tuned for the CIFAR-100 classification task. The final
classification head of each model is replaced with a 100-way
linear layer. The models are trained for 200 epochs using the
AdamW optimizer with an initial learning rate of 10~* and a
ReduceL.ROnPlateau scheduler to ensure stable convergence.
Data augmentation techniques, including random horizontal
flipping and random cropping, are employed during training
to mitigate overfitting.

During evaluation, input images are normalized using
CIFAR-100 specific mean and standard deviation values as
implemented in our data loading pipeline.

D. Evaluation Metrics and Protocol

1) Primary Metrics: The primary metrics for evaluating
compression performance are:

Compression Ratio (CR): Defined as the ratio of the
original model size to the compressed model size:

CR — Original Size':
Compressed Size

The original model size is calculated as the total number of
convolutional weight parameters multiplied by 4 bytes (32-bit
floating-point precision). Note that fully connected layers are
excluded from compression ratio calculations to focus on the
dominant convolutional components.

Top-1 Accuracy Drop: The absolute reduction in classifi-
cation accuracy after compression:

AAcc = Baseline Accuracy — Compressed Model Accuracy

2) Experimental Protocol: The evaluation follows a strict
post-training compression protocol without any fine-tuning.
Specifically, we first load a pre-trained full-precision VGG
model. Next, we apply the desired compression algorithm with
a specific configuration. The compressed model is then evalu-
ated directly on the CIFAR-100 test set, and the resulting Top-
1 accuracy is recorded. The compression ratio is calculated
according to the corresponding method for each algorithm.
Importantly, no retraining, fine-tuning, or weight adjustment
is performed at any stage.

E. Compression Algorithms: Implementation Details

All compression algorithms are applied post-training, with-
out any subsequent fine-tuning. The original full-precision (32-
bit) models serve as the baseline for comparison.

1) Magnitude-based Unstructured Pruning: We implement
one-shot, magnitude-based unstructured pruning. For each
model, all weight parameters are sorted by their absolute val-
ues, and the smallest-magnitude weights are globally removed
according to a predefined sparsity ratio r. The remaining
weights are kept unchanged. The compressed storage size is
calculated as (1 —r) x original size, and the compression ratio
is: 1
CR= 1—7r
where r is the pruning ratio (e.g., » = 0.5 means 50% of the
weights are pruned).




2) Uniform Scalar Quantization (SQ): For each convolu-
tional layer with kernel shape [Couz, Cin, Kp, K], all weights
are quantized together using a single scale factor. For a given
bit-width b, symmetric quantization is applied:

Wq = Cllp (round (g) , _2b—1’ 2b—1 N 1)
S

where w is a full-precision weight, w, is its quantized integer
value, s is the layer scale factor set by the maximum absolute
weight, and b is the bit-width. The quantized weights are
stored as b-bit integers, and dequantization is performed during
inference. The compression ratio is:

_ 32x N
T Lx20x324bx N

where NN is the total number of convolutional weights, L is
the number of quantized layers, b is the bit-width, and 2° is
the number of quantization levels; the factor 32 reflects 32-bit
floating-point storage.

3) K-Means Quantization (KM): K-Means-based vector
quantization (VQ) compresses convolutional kernel weights by
clustering them into K centroids. Each original weight vector
w; € R? is replaced by its nearest centroid c;«, where

CR

min HVV}*C]”g

i* = ar
J gje{l,,,,,K}

Here w; is the i-th weight vector of dimension d; c; is the j-th
centroid, and K is the number of centroids. The compressed

model stores the centroid indices for each weight vector, and
the centroid values themselves. The compression ratio is:

N x 32

CR = ~
K><9><32+§><b

where [V is the total number of convolutional weights, K is the
number of centroids, b = [log, K| is the index bit-width, and
the factor 9 reflects 3 x 3 kernel vectors (i.e., N/9 vectors); the
factor 32 reflects 32-bit floating-point storage for centroids.
4) Product Quantization (PQ): Product quantization (PQ)
splits each weight vector w € R” into m equal-length sub-
vectors: w = [w(, ..., w(™)], where each w(?) € RP/™,
Each subspace is quantized independently using its own code-
book of K = 2% centroids:
min _ |w(® — c;l)H%.

I P st

Here w is a D-dimensional weight vector, m is the number
of subspaces, w(?) is the i-th sub-vector, and cy) is the j-th
centroid in subspace <. The compressed representation consists
of m indices per vector and m codebooks. The compression

ratio is:
N x 32

:K><9><32—|—%><b><m

CR

where N is the total number of convolutional weights, K is
the number of centroids per subspace, b is the index bit-width
(K = 2b), m is the number of subspaces, and the factor 9
reflects 3 x 3 kernel vectors (i.e., N/9 vectors); the factor 32
reflects 32-bit floating-point storage for centroids.

Optimized PQ index encoding. We additionally evaluate
a compact PQ index format for Optimized PQ that serializes
indices from all subspaces into a single global bitstream rather
than storing them in separate subspace-wise blocks. In this
representation, each index is encoded directly in the global
stream without splitting it into explicit subspace and centroid
fields. The bit-width per index is set to [log,(m)] + b, where
the ceiling term ensures an integer number of bits when m
is not a power of two. Under this encoding, the compression
ratio becomes:

N x 32
K x 9% 324 & x ([logy(m)] + b)

CROpt ==

where N is the total number of convolutional weights, K is
the number of centroids per subspace, m is the number of
subspaces, and b is the index bit-width parameter. In standard
PQ, index storage is % xmx b, i.e., the number of 3 x 3 kernel
vectors times the number of subspaces times the bit-width of
each index. The total number of centroids is m x 2%, meaning
the number of subspaces times the centroid count per sub-
space. This part can be compacted as m x 20 < 2b+[logz(m)]]
so the final bit expression is written as b + [log,(m)] rather

than m x b. For m = 3, this becomes b + 2 bits per index.

IV. RESULTS AND ANALYSIS
A. Overall Comparison Landscape

Unless otherwise stated, PQ uses m = 3. Figure 4 shows all
14 models, where each subfigure includes all five compression
methods (Pruning, SQ, KM, PQ, and Optimized PQ) under the
same post-training protocol.

Table I reports baseline accuracies, and Table II reports con-
volution parameter composition on 5 representative models.

TABLE I: Baseline models: original Top-1 accuracy on
CIFAR-100

Model Accuracy (%)
PreActResNet-152 76.29
ResNet-152 78.57
PreActResNet-34 74.72
GoogLeNet 77.26
SqueezeNet 69.60

TABLE II: Convolution parameter statistics for baseline mod-
els

Model total params params 3x3 ratio 3x3
PreActResNet-152 58405092 29603520 0.506865
ResNet-152 58341028 29603520 0.507422
PreActResNet-34 21334116 21087936 0.988461
GoogLeNet 6402564 4019904 0.627858
SqueezeNet 781156 555552 0.711192

B. Subspace Configuration Analysis

We compare m = 3 and m = 9 under matched storage
budgets in Figures 1-3. Across all tested models, m = 3
is consistently better at comparable compression levels. At



about 8, the gap is large (SE-ResNet-18: 59.89% vs. 6.18%;
GoogleNet: 46.54% vs. 2.62%; SqueezeNet: 57.89% vs.
20.01%).

The reason is budget allocation: more subspaces require
fewer bits per subspace, which increases quantization error.
We therefore use m = 3 in the remaining experiments.
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Fig. 1: Accuracy comparison between 3-subspace (m = 3)
and 9-subspace (m = 9) PQ configurations for SEResNet-18.
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Fig. 2: Accuracy comparison between 3-subspace (m = 3)
and 9-subspace (m = 9) PQ configurations for GoogLeNet.
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Fig. 3: Accuracy comparison between 3-subspace (m = 3)
and 9-subspace (m = 9) PQ configurations for SqueezeNet.

C. Comparative Performance Trade-offs

Across models, three regimes emerge. For low compression
(< 2.5%), Pruning yields the smallest accuracy loss. For
intermediate compression (2.5x—6.4x), 5-bit SQ is the most
consistent baseline. For high compression (> 10x), vector
quantization dominates: Product Quantization (PQ) can be
effective for compact topologies such as SqueezeNet, while K-
Means (KM) offers more stable behavior when PQ subspace
decomposition is less reliable.

D. Algorithmic Characteristics and Limitations

1) Threshold Sensitivity in Pruning and SQ: Both Pruning
and SQ show practical thresholds. Pruning degrades quickly

near 3.33x (70% sparsity), especially for compact models.
SQ shows a similar transition at 4-bit (8.0x), where nearly all
networks lose accuracy sharply.

2) PQ vs. K-Means: subspace decomposition versus global
integrity: PQ and KM use different reconstruction schemes.
PQ partitions each d-dimensional vector into m subspaces and
quantizes each subspace independently, while KM clusters
vectors in the full d-dimensional space. Accordingly, PQ
reconstruction is formed by combining subspace codewords,
whereas KM reconstruction is selected from full-space cen-
troids.

Under fixed storage budgets, the two methods can produce
similar average reconstruction error but different dynamic-
range preservation, and this difference can be reflected in final
Top-1 accuracy. The observed behavior is model-dependent:
on strongly correlated models, KM tends to preserve global
structure more consistently, while on shallower or less-
correlated models, PQ and KM are often closer and can be
comparable on selected layers.

E. Optimized PQ Index Encoding

We introduce a compact PQ index encoding for Optimized
PQ that changes per-weight index storage from m x b to
[log,(m)] + b bits. Since codebooks and assignments are un-
changed, accuracy is identical to standard PQ at fixed (m,b),
while the compression ratio increases. The key theoretical
point is that this method improves storage efficiency rather
than quantization fidelity: reconstruction error is unchanged
because the decoded centroid assignment is unchanged.

Its applicability is strongest when index storage is a domi-
nant part of compressed size, which is typical in larger con-
volutional blocks and high-compression settings. Under these
conditions, reducing index bits produces a clear right-shift of
the accuracy-compression frontier. By contrast, gains can be
smaller when codebook storage, metadata, or implementation
overhead dominates (e.g., very small layers, highly fragmented
architectures, or deployment pipelines with strict alignment
constraints). In addition, Optimized PQ does not mitigate
the intrinsic error mechanism of PQ subspace factorization;
therefore, architectures with strong cross-dimensional correla-
tion (such as PreActResNet-34) may still favor KM despite
improved index efficiency.

Figure 4 confirms this shift across all 14 models: Optimized
PQ achieves higher effective compression at comparable or
better best-accuracy points than standard PQ in most architec-
tures. PreActResNet-34 remains the main case where KM is
more reliable.

FE. Impact of Architectural Capacity

Model capacity is a strong robustness factor. Larger and
deeper networks absorb compression noise better (e.g., at
3.33x pruning, ResNet-152 drops 1.11 pp vs. SqueezeNet
24.19 pp). A similar pattern appears for low-bit SQ (4-bit):
deep models remain substantially more stable than shallow
ones.
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Fig. 4: Fourteen-model gallery (2 x 7). Each subplot shows Pruning, SQ, KM, PQ, and Optimized PQ under the same post-
training protocol.

V. CONCLUSION

We presented a no-fine-tuning benchmark of Pruning, SQ,
KM, and PQ across several CNN architectures on CIFAR-100.
The results identify clear operating regions: Pruning for low
compression, 5-bit SQ for stable mid-range compression, and
vector quantization for high compression.

At high compression, the Optimized PQ is generally
strongest, but KM is more robust for strongly correlated weight
distributions (notably PreActResNet-34). The Optimized PQ
index encoding further improves the effective compression
ratio with unchanged accuracy.

Overall, this work provides a practical baseline for
deployment-oriented compression selection. Future work will
extend to additional architectures, larger datasets, and hybrid
compression pipelines.
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